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1 INTRODUCTION / EXECUTIVE SUMMARY 

 

Storage Products have undergone a transformation over the past decade that has led to new levels of performance and 

scale, as flash media has begun to be deployed in a widespread fashion in enterprise and hyperscale data center storage 

products.  Customers have realized gains of 5x, 10x and in some cases 100x in performance using these products, as 

compared to traditional HDD-based storage. 

However, even though many befits have been realized, and entirely new applications have evolved and advanced as a 

result of using these products, today’s flash-based performance storage products still don’t deliver on the full potential 

of memory-class media.   These products typically offer high performance with low latency, or enterprise-class 

manageability, but not both.    In order to provide all of these benefits in a single product, a new storage platform 

architecture is required.    This new architecture needs to be able to deliver on all requirements in the areas of high 

performance, low latency and manageability beyond what is possible with the products and system designs that are in 

the market today. 

In order to accomplish this, storage subsystem architecture has to be fundamentally re-thought in order to come up 

with a design that can truly deliver the benefits of the memory-class media that is available in the market today and in 

the future.   This will require merging many design elements found in the director network switching world with storage, 

so that next-generation storage arrays can deliver ‘line rate’ storage performance and scale to the marketplace. 

2 LIMITATIONS OF EXISTING FLASH-BASED STORAGE SOLUTIONS 

Today’s flash-based storage products fall into one of two categories:   

1. Centralized, shared all-flash-arrays (AFAs) that are connected via Fibre Channel (SCSI) or Ethernet (iSCSI), and 

serve as a drop-in replacement of traditional HDD-based arrays. 

 

2. Direct-attached solid state devices (SSDs) in application servers.  This category can be further subdivided into 

converged all-in-one appliances that combine application/compute/storage, or large, 3rd Platform scale-out 

clustered databases deployed on 100s or 1000s of commodity servers that are typically MySQL or noSQL-based. 

 

2.1 ALL FLASH ARRAYS 
 

The limitations of the first option above (AFAs) are related to performance.  Today’s AFAs are a 20+ year old design, 

where vendors have just replaced the media in a traditional HDD-based architecture with SSDs and added a modest 
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amount of system tuning.  These products were relatively quick to market and served as a drop-in replacement for HDD-

based storage arrays, and offered an immediate boost in performance so the market share grew rapidly.  However, 

performance of these systems is limited by the legacy storage controller design and the SCSI-based protocols leveraged, 

which are not designed to get the most out of flash-based storage no matter how many SSDs you can pack into a chassis 

or connected expansion shelf.    

Most, if not all storage vendors, have failed to fundamentally step back and look for an out of the box design to better-

adapt to the latest technologies such as high speed memory-class media.  As a result, these products typically only can 

offer ~1 million IOPS and 10s of GB/s bandwidth, even though the media contained inside these systems can collectively 

deliver much more.  This limitation is due to the fact that these products typically leverage dual-socket servers with 

limited network port density, which makes the storage controllers and available network interfaces a bottleneck, 

particularly when you also layer on top the processing required to implement data management features in these 

enterprise all-flash storage arrays.   

The illustration below shows where the bottleneck lies in this typical legacy storage system design: 

 

 

Figure 1- Dual-Socket Architecture Serves as a bottleneck in typical AFA designs 

2.2 SSDS DEPLOYED AS DIRECT-ATTACHED STORAGE IN CLUSTERED SERVERS 
 

In order to avoid these performance limitations inherent in existing AFA designs, many users have deployed PCIe SSDs 

directly in the application server tier in order to deliver the best performance and lowest latency in a scale-out design, 

but this has the disadvantage of sacrificing management and flexibility in order to gain the best possible performance 
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and lowest latency at all cost.  This shared-nothing approach leads to stranded storage capacity in individual servers, 

leading to under-utilization and ultimately higher cost.   

In addition, you are limited by the capacity of a single SSD device typically, and storage provisioning decisions have to be 

made at hardware acquisition time.  This approach also only works for cluster-aware applications, such as noSQL 

variants (Cassandra, MongoDB, CouchBase, etc.) and MySQL which are widely used in web-delivered applications that 

demand both consistent performance and the lowest possible latency at scale.  However, many applications cannot take 

advantage of this type of clustered deployment scenario in order to gain the maximum performance advantages of flash.  

The drawbacks of this approach are illustrated below: 

 

Figure 2 - Issues with deploying SSDs as DAS in commodity server clusters 

2.3 JUST A BUNCH OF FLASH (JBOF) 
A third alternative has arisen recently from startups attempting to offer high-performance and low latency in a 

dedicated storage appliance in more of an open-converged model.    The storage appliances still suffer from the 

limitations inherent with the dual-controller design discussed in section 2.1.    However, in order to increase 

performance these solutions spread their storage processing to the host tier, while still providing a dedicated storage 
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appliance packed with NVMe SSDS.     This approach has the drawback of polluting the host environment with storage 

processing services and custom software from the storage vendor.    

 

Figure 3 - Issues with deploying JBOFs 

In order for low-latency, high-performance storage to penetrate a broader market, frictionless deployment is required, 

where standard software on the host side can be leveraged to access the storage system and services.    This will lower 

the cost and complexity of deployment and drive broader adoption.       

3 NEXT-GENERATION STORAGE SUBSYSTEM DESIGN GOALS 

Several requirements would need to be satisfied to close the gaps and eliminate all of the drawbacks of today’s flash-

based storage solutions.  It would result in delivering a new generation of performance storage with much greater levels 

of value.    The primary goals are outlined below: 

 Network-attached, shared storage that offers 100s of TB per Rack-Unit 

 Deliver 100s of GB/s of bandwidth, and 10s of millions of IOPS in 4U or less 

 Deliver read latency of ~150 us, which is the same as direct-attached, PCIe SSDs 
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 Do not require users to install any custom hardware or software in application servers 

 Leverage standard data center networking technology (Ethernet) 

 Applications access the storage using standards-based access protocols that are part of typical OS distributions, 

which also deliver flash-based access at memory speeds and avoid the added latency of traditional SCSI-based 

storage protocol layers 

 Build the system with standard commodity components and SSDs to minimize cost 

 Storage media comprised of off-the-shelf SSDs to take advantages of the latest advances in memory-class 

storage technology and products as quickly as possible 

 Capacity that can be flexibly provisioned out to servers, including the support of thin provisioning to maximize 

utilization and minimize media cost 

 Data management features, such as space-optimized data copies, where many data copies can be accessed at 

full performance, all utilizing the same underlying media 

 Enterprise-class solution with no single point of failure 

 Modular design, where network, controller and storage capacity can be added independently as needed, within 

the same chassis 

The solution will be enabled by some key technological components: 

a) Emergence of the NVMe standard and NVMe-over-fabrics for accessing PCIe-connected flash storage over 

standard networks, using standard protocols that take advantage of memory-class media. 

b) Performance advancement of PCIe SSDs, where 700K+ Read IOPS is typical with the best products in the market 

c) Innovative storage controller architecture designed to remove the controller as a bottleneck in the data path 

d) A system design that merges RDMA-capable networking technology with a networked storage subsystem 

Storage Systems that can implement all of this will be able to deliver unprecedented value beyond what is available in 

the market today.   Big Data Analytics will be merged with Real Time Analytics, since you can now get both capacity AND 

high performance/low latency from a single platform, leading to higher-powered analysis and better decisions.   

Hyperscale and scale-out clustered database applications will realize new levels of flexibility and agility as low latency, 

high performance storage LUNs can be thin-provisioned at whatever size is required by the application running in any 

server at a given time.  

4 PAVILION MEMORY ARRAY   OVERVIEW 

 

Pavilion’s patented system is designed to satisfy all of the requirements outlined in the prior section of this document.    

The system delivers the following key features: 

 Up to 460 Usable TB from up to 72 NVMe SSDS in a 4U Enclosure 
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 Up to 40x40 GbE Ports 

 Up to 10 I/O Line Cards (2 Storage Controllers Each, 4x 40 GbE ports each) 

 < 150 us Read Latency 

 22 Million 4K Read IOPS 

 Up to 1000s of Thin-Provisioned NVMe logical volumes presented on hosts 

 Volumes are striped across up to 18 NVMe SSDs in the array 

 N+2 or N+3 Erasure Coding 

 Pay-As-You Grow Scalability 

 Perpetual Upgrades for Controllers with Support 

 Space-Efficient Data Copies accessible at Full Performance 

 Symmetric Active-Active Controller support 

 No Single Point of Failure – all hot-swappable components 

 Commodity components leveraged wherever possible to drive down costs, including standard NVMe SSDs 

 Leverages standard Ethernet 

 No custom software required on hosts accessing the system outside of the inbox NVMeOF driver 
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4.1 LOGICAL VIEW 

 

 

Figure 4 - Logical View of Pavilion Memory Array 

The logical view above shows all of the primary components of the system.   The primary components are the 40 

Network Ports, 10 IO Line Cards, Interal PCIe fabric and backplane, supervisor/management modlues, and the NVMe 

SSD drive array.  The following sections go into more detail on the system components. 
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4.2 PHYSICAL COMPONENTS 

 

Figure 5 - Rear View of Pavilion Memory Array Chassis 

 

The line cards each have 2 storage controllers and 4 ports each.   This results in up to 20 storage controllers and 40 

network ports in a single system at full capacity.    Each storage controller is an Intel Broadwell 8-core processor, which 

results in 320 cores in a fully-popluated system.  All line cards, controllers, and ports operate in an active-active fashion.   

Access attempts can be failed over to alternate line cards, controllers, or ports in the event of failures, and all can be 

serving active IO requests at any time to provide maximum throughput and scalability. 
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Figure 6 - Top View of Pavilion Memory Array Chassis 

 

The cards are connected to an NVMe SSD storage pool via a multi-terabit internal PCIe Fabric.   Up to 72 Drives can be in 

the storage pool in a fully-populated system.   The system can be expanded over time as the need arises.   Some 

customers may wish to start with only 18 SSDs and 2 IO Line cards.   As they grow their use of the system, you can add IO 

Line Cards, increase capacity by adding SSDs, or both, in any order as needed.    

All of these modular internal components are connected using a PCIe backplane and an internal mulit-terabit PCIe fabric 

comprised of redundant PCIe network switch modules.     This provides full connectivity between the network of IO Line 

cards and the storage pool.    
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4.3 STORAGE PROVISIONING 

 

Figure 7 - Storage Provisioning from the Pavilion Memory Array 

Client volumes are striped over a group of up to 18 drives from the internal drive pool, and presented to application 

hosts.    The provisioned volume operates as a logical NVMe volume on the host, and therefore can be used as a regular 

block device by applications.   All standard NVMe utilities will work with this logical host volume.   The volume is thin-

provisionied on the backend, so the user can be presented with, for example, a 10 TB volume, but space will only be 

allocated as-needed on the backend to maximize utilization.   Volumes can range in size from under a TB to 100 TB.  

Volumes can be re-assigned to hosts as needed, or shared with multiple hosts.    

The client utilizes the standard NVMe-over-fabrics driver and an RDMA-capable Ethernet NIC.  The target controller in 

the array that is servicing a given volume presents what looks like a target NVMe SSD device to the client driver, but in 

fact it is another logical volume.    The target terminates the IO, and then routes the request to the drive(s) in the array 

hosting the particular block(s), and then returns the response.    Write requests are cached in DRAM, and then packaged 

up and written in 16K chunks to the backing storage.   The mapping of a volume’s individual blocks to the physical drive 
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locations is managed within the system, with the logical-to-physical mapping carried out by the controller currently 

managing the volume. 

Finally, QOS policies that deliver on specific SLAs based upon required performance levels, can be configured per-

volume. 

4.4 ZERO-SPACE, HIGH SPEED DATA COPIES 

 

 

Figure 8 - Zero-Space, Full-Speed, Logical Volume Copies 

 

Many logical copies can be made of any given volume and served out to different application servers individually.    

These copies operate as space-efficient writeable snapshots, where they are created instantly without any data copy 

activities occurring, and only updated blocks are written when the copy is modified over time.   This results in very 

space-efficient copies being available, and given the high-performance parallel architecture of the Pavilion System, all of 
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the copies can be access at full speed.    This is in contrast with traditional system designs, where the system is taxed 

after only a few copies are created and accessed in parallel by different clients. 

The system offers 6x9s of availability.  Erasure Coding over a group of 18 drives is used to prevent any data loss when 

drive failures occur.   Erasure Coding can be disabled as needed if the primary goal is to maximize capacity.   All of the 

components can be swapped/replaced without system downtime, including redundant management controllers and 

PCIe Network Fabric cards. 

4.5 SYSTEM CONFIGURATIONS 
 

The following table shows the system configurations offered currently.    Tradeoffs between network connectivity, 

performance, and capacity can be made by varying the number of drives in the system, the capacity per drive, and the 

number of IO line cards installed at any given time.   A fully-populated system can be as large as 460 TB usable capacity, 

ignoring the optional EC overhead. 

 

 
RF120-18 RF120-36 RF140-72 

Number of NVMe 
Drives 

18 36 72 

Raw Capacity (TB) 28 / 57 57 / 115 115 / 230 / 460 

IO Line Cards 4 4 10 

Storage Controllers 8 8 20 

40 Gbe Network 
Ports 

16 16 40 

System Height (Rack 
Units) 

  4 
 

Expansion Options IO Line Cards/Controllers, 6-Drive Capacity Packs 

Figure 9- Pavilion System Configurations 
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5 SYSTEM PERFORMANCE 

The proof point of the system design is in the performance delivered to applications.  System performance is at a level 

beyond the capabilities of other products in the market.   Since the controllers can all operate at line rate and have full 

non-blocking PCIe connectivity to the internal drive array, as well as leverage a very efficient RDMA-capable storage 

protocol (NVMe-over-Fabrics) designed for efficient access to memory-class media, the performance can scale to levels 

orders of magnitue beyond current products in the market today.      

 
Traditional  

All Flash Array (Violin, NetApp 
EF, Pure, EMC XtremIO, etc) 

Pavilion  
Pavilion 

Advantage 

External Connectivity 
Bandwidth 

4-8 GB/s 120 GB/s 20X  

Internal System Fabric 
Bandwidth 

< 512 Gb/s 7500 Gb/s 15X 

IOPS  
< 1000K IOPS (4K Block) 

Latency: 1 ms 
22 Million IOPS 

 
22X 
 IOPs 

Latency  1 millisecond 
150 

microseconds 
10X  

Better Latency 

Figure 10 - Pavilion vs. Traditional AFA Performance Comparison 

The performance figures above assume a fully-populated Pavilion Chassis with 10 IO Line Cards installed (RF140-72).   

However, even with a partially-populated system, unprecedented new levels of performance can be achieved when 

compared to traditional AFAs. 
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Figure 11- Linear Scalability as you add ports/IO Line Cards 

Notice in the graph above that even a very minimally populated Pavilion system with only 6 network ports will 

outperform a typical AFA by up to 2X. 

Figure 10 also shows how system throughput can scale linearly as you add IO Line Cards to the system.   This allows 

customers to grow the system over time as their performance demands increase and they concentrate more 

workloads/applications on the system.   This serves as a proof point that the system has been designed with no internal 

bottlenecks and it can match increased network connectivity in lock step with storage workload performance. 

6 SYMMETRIC ACTIVE-ACTIVE CONTROLLER SUPPORT 

The Pavilion Memory Array supports Symmetric Active-Active Controllers, which means that read and write IOs can be 

simultaneously done through multiple controllers at a time.    This contrasts to Asymmetric designs, where all controllers 

can be used, but only one can read and write to a volume at once, or the IO needs to be passed to the owning controller 

to complete the operation, adding latency. 
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Pavilion’s design allows any controller with connectivity to the media group that hosts a given volume to read and write 

directly to that volume.   No data needs to be passed between controllers to arbitrate access.   Meta-data is globally-

accessible by all controllers in the system, so any controller can perform IOs at any time. 

 

Figure 12- Pavilion Symmetric Active-Active Controller Support 

This delivers several benefits.   One is availability.  Since multiple controllers can perform IO for a given volume, 

availability is increased in the event of a network path failure, controller failure, or IO Line card failure.   In addition, if 

the path between the controller and the drive array fails within the array, a controller with a different access path can 

take over at any time, maximizing application up time. 

The other benefit is increased application performance.    By load-balancing across multiple paths to the array, each 

terminating at different controllers, IOs can be spread across all of these connections to maximize parallelism, resulting 

in a performance multiplying effect where the performance capability of multiple controllers can be aggregated together 

to deliver single volume performance of several million read IOPS, for example. 

7 PAVILION CLUSTERED MEMORY OPERATING SYSTEM (PCMOS) 

Pavilion’s Clustered Memory Operating System (PCMOS) is a sophisticated embedded operating system that provides 

the Pavilion Memory Array’s resiliency, manageability, performance and flexibility features.   It leverages 100s of cores in 

the system to simultaneously process storage workloads at maximum performance and with the lowest latency.   

PCMOS allows Pavilion’s micro-storage architecture to seamlessly operate like a single system.  The software stack 

allows what amounts to an integrated cluster of up to ten IO Line Cards, twenty storage controllers, two cooperating 
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management supervisor modules, up to 72 NVMe drives all interconnected via a redundant internal PCIe network to 

operate as a single coordinated storage system. 

PCMOS implements symmetric active-active support across up to 20 storage controllers.    Any workload/volume can be 

migrated between IO Line Cards to ensure quality of service is maintained, as well as guarantee availability in the event 

of a port, controller, or line card outage.   All controllers can simultaneously process I/O requests and any controller can 

pick up operations for one that has failed without any manual intervention required.    A built-in resiliency layer can 

detect when any controller misbehaves and take it out of service as needed without any disruption to client or 

application processing.     A power management subsystem controls power, heating and cooling. 

PCMOS is a clustered storage stack that is tuned for low latency i/o from the ground up.  It leverages a memory-speed 

distributed transaction log to optimize i/o latency, and a scheduling algorithm that maintains volume-level QOS by using 

earliest deadline first scheduling on a per i/o basis.    The system delivers consistent latency by integrating with drive 

firmware features as-needed to control backend SSD garbage collection activities. A low-latency, intra-cluster network is 

utilized that allows components within the system to communicate at nano-second latencies. 

Several management features are supported as well.   The system includes a proactive telemetrics subsystem that 

reports issues to Pavilion’s cloud-based support portal, allowing for proactive detection of issues.   Plug-and-play 

support allows for controllers and drives to be powered down, hot-removed, or inserted at any time.   A full web-based 

GUI is also provided, along with a full-featured REST API and CLI.  The HTML5-based user interface allows for deep 

insight into performance metrics at the volume/application, controller, port, or system level. 

Finally, PCMOS delivers thin provisioning to maximize storage utilization, as well as jitter-free snapshots and clones.   

1000s of snapshots/clones can be taken without degrading system performance. 

 PCMOS is a key innovation that allows the Pavilion Memory Array to deliver an unprecedented collection of benefits 

from a single integrated product that is easy to use and deploy. 

 

8 PAVILION MEMORY ARRAY: A REVOLUTIONARY STORAGE SYSTEM DESIGN 

 

With media capable of driving up to 3GB/s in a single drive at less than 200 us latency, the performance bottleneck of 

networked storage systems has shifted from the media to the controllers.  Subsystem designs have to be re-thought to 

support 100s of GB/s at consistent low latencies, by routing I/O to the right media at line rate with no bottlenecks 

coming from the controller hardware or its software.   This requires looking beyond the current state of the art in 

storage design and into the networking world to design a system that can consume and process packets at extremely 

high incoming rate, and route it to the right port at line speed at equally high outgoing rate.  A key design assumption of 
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the array is that storage media can be written to and read from as fast as the incoming rate of I/O requests.  As a result, 

Pavilion represents a generational leap forward in storage architecture.    

The design is tailored to deliver on the promise of the memory-class media that is available today, as well as into the 

future.    Pavilion combines the architectural underpinnings of network switching with a storage subsystem in a low-cost 

platform, built from commodity components using standard data center networking technology and access protocols.   

The performance results speak for themselves, and the other system features will combine to deliver benefits that will 

usher in a new era of next generation data centers and applications.         
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9 APPENDIX 1 – PAVILION COMPARISON WITH EMC DSSD D5 

EMC is marketing its DSSD D5 Platform as a next-generation shared storage system.    Pavilion has delivered a much 

more powerful, dense, and lower cost platform when compared to D5.   Also, given that the Pavilion array leveraged 

standard enterprise networking infrastructure and software, the cost of ownership will be much lower as well.  A quick 

comparison appears below: 
 

Pavilion EMC DSSD D5 Notes 

Leverages Standard Ethernet 
  

Lower cost of ownership 

22M 4K Read IOPS 
3.8 M 32K Read IOPS   

Pavilion is 2X the 
Performance of D5 

No Custom Client Hardware or Software 
Required   

D5 Requires Custom 
Network Cards to be 

installed in every client 

Leverages Standard Commodity 
Storage Hardware   

Enables Rapid software-
based innovation 

Leverages Standards-based protocol  

NVMe-over-Fabrics   
Reduced cost of ownership 

through ease of 
deployment 

$/GB Cost @ Typical AFA Prices 
  

 

Density up to 460 TB in 4U 
  

D5 offers less than half the 
density 

Figure 13 - Pavilion Comparison with DSSD D5 

 


